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Abstract

This article presents how the use of machine-learning (ML) becomes a key enabler for radar sensor processing in two different
workstreams: (1) hand gesture recognition and (2) cross-modal supervision and fusion with cameras for object detection. Radar’s
robustness to lighting and environmental conditions, combined with its privacy benefits, drives the need for ML pipelines that sepa-
rate clutter and imperfect motion while remaining efficient for embedded radar platforms. The results presented show that ML is a
very promising technology to complement CSEM radar hardware platform for advanced radar sensing.

Background & motivation

Radar sensing is well suited to harsh environments and privacy-
sensitive scenarios, but extracting actionable information requires
ML to cope with clutter, multipath spillover, and ambiguous
motion. For human-machine interaction, frequency-modulated
continuous wave (FMCW) radar enables contactless gesture
recognition that remains effective when vision degrades (e.g., low
light or visual clutter) and provides direct range-Doppler motion
cues that reduce reliance on explicit gesture segmentation.
For scene understanding, cameras offer rich semantics but fail
under adverse illumination or occlusions, whereas radar is robust
and measures range and relative motion yet needs additional
sensors or manual labeling to associate detections with real-
world objects. This motivates multimodal learning that leverages
complementary strengths.
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Figure 1: ML applications under study: (a) hand gesture recognition, (b)
waste burning facility, and (c) robotic dog.
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Accordingly, this work follows two ML-centric workstreams:
(1) efficient convolutional neural networks and temporal
convolutional networks (CNN-TCN) gesture recognition from
range-Doppler streams (Figure 1a), and (2) vision-radar cross-
modal supervision and fusion for robust object detection to
track a crane in a waste burning facility (Figure 1b) and to track
workers in a construction site with a robotic dog (Figure 1c).

Technical approach

The first research workstreams focuses on radar-based gesture
recognition using CNN-TCN architectures trained on synthetic
and real datasets. The pipeline includes FMCW radar acquisition,
range-Doppler map generation, TensorFlow-based training, and
real-time inference on Linux. A 60-64 GHz FMCW RFbeam V MD3
radar generates 128x64 range-Doppler maps every ~130 ms.
Raw in-phase and quadrature (IQ) sweeps are converted into
magnitude range-Doppler images via 2D fast Fourier transform
(FFT). For learning, sliding windows of 16 frames form 3D tensors
(range x velocity x time). The classifier combines a CNN feature
extractor, a TCN for temporal modeling, and fully connected
layers for classification.

Two real datasets were collected. Dataset A: one participant
performing four gestures: finger snap, finger wave radial, hand
wave radial, and hand wave lateral. While lateral motion is less
visible to monostatic radar, radial projection is rarely zero.
Dataset B: eight participants performing six gestures: finger
snap, hand clap, crank, knob (wrist twist), hand push, and hand
swipe. Radial projections vary across gestures; for instance, the
hand'’s orientation during motion creates distinct signatures. All
participants were right-handed. Video excerpts were recorded
for verification and analysis. Each participant-gesture sequence
was split chronologically: 80% training, 10% validation, 10%
evaluation. Real-time inference uses TensorFlow SavedModel
in C, with temporal majority voting to stabilize predictions.

The second workstreams explores radar for industrial inspection
and multimodal perception. First, the radar is used to acquire a
dataset while tracking a crane in a waste-incineration facility
to assess robust tracking under harsh conditions. Second, the
radar is mounted on a Unitree robotic platform to gather the
dataset needed for the evaluation of the multimodal perception.
Multimodal learning was evaluated on public models and datasets
(RODNet and CRUW) through 2 experiments. (1) The input was
fixed to a radar-only student network, and we compared camera-
only (CO) versus camera-radar fused (CRF) teacher labels,
isolating the impact of label fusion on radar training (2) the
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supervision was fixed to CRF and we compared different inference
inputs: radar-only, image-only, late fusion (averaged confidence
maps), and end-to-end mid-level fusion (dual encoders with a
shared decoder).

Results & discussion

In the context of the hand gesture recognition track, a complete tool
chain has been developed for training and real-time deployment,
while simplifying data collection through continuous recording
that reduces labeling overhead. Using a dataset comprising of
7 movements recorded from 8 participants, a neural network
with 193,375 parameters was trained over 4 epochs. The trained
model was successfully deployed for real-time interaction using
a subset of 5 gestures to interact with a game. Figure 2 shows
(a) the dataflow graph and (b) the confusion matrix.

Regarding the cross-modal supervision, this approach improves
the radar-only student from average precision (AP) 81.27 /
average recall (AR) 83.13 (CO) to AP 87.96 / AR 88.79 (CRF).
Under fixed CRF labels, mid-level fusion achieves AP 90.71 / AR
92.14, outperforming radar-only (AP 87.96 / AR 88.79), image-only
(AP 79.82 / AR 80.94), and late fusion (AP 89.32 / AR 90.46).
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Figure 2: Hand gesture recognition: (a) dataflow, and (b) confusion matrix.

98/136

> Sliding seq. — > Inference - Class = App

Conclusion & next steps

The results presented show that ML is a very promising technology
to complement CSEM radar hardware platform for advanced
radar sensing, providing satisfying accuracy, robustness, and
deployability. The gesture-recognition track delivered a complete
tool chain for training and real-time deployment. The trained model
allows us to successfully recognize several gestures from several
subjects, even with a limited dataset without angular information.
The vision-radar results show that combining camera and radar
helps in two ways: training with CRF produces stronger detection
than training with camera labels alone, and using both sensors
at run time gives further improvement (simple late fusion yields
steady gains, while deeper mid-level fusion gives the largest
boost if the extra complexity is acceptable). Future work targets
embedded deployment on CSEM's 60GHz short-range radar-on-
chip platform, expanded datasets, and improved robotic fusion
algorithms.
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