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Generative AI on the edge: Real-time symbolic 
music accompaniment

R. Vuagniaux, G. Fragnère, M. Dia, E. Türetken, N. Maamari

Abstract
This work presents a real-time system for generating symbolic music accompaniments from an input lead melody in Musical 
Instrument Digital Interface (MIDI) format. A new tokenization scheme, REMIBlock, is introduced to better synchronize melody and 
accompaniment at the bar level. Using a lightweight GPT-2–based architecture optimized for edge deployment, the system produces 
rhythmically and harmonically coherent accompaniments. Experiments on jazz piano datasets show strong groove and scale 
consistency, along with low perplexity, confi rming the model’s understanding of musical structure. The approach runs effi ciently on 
devices such as the NVIDIA Jetson Orin, enabling real-time use in live performance scenarios.

Background & motivation
Symbolic music generation poses challenges due to the strict 
structural rules of music and the perceptual sensitivity of 
listeners to errors such as off-key notes. Unlike text-prompt 
music generation, which is often ambiguous and dataset-limited, 
accompaniment generation provides a well-defi ned conditioning 
signal: the lead melody.

Existing methods either lack real-time capability, depend on 
intermediate chord-extraction stages, or rely on complex 
reinforcement learning pipelines. This work aims to deliver a 
simple, fast, and musically coherent accompaniment model 
suitable for on-device, low-latency inference.

Technical approach
The technical approach consists of four main components: 
dataset preparation, the REMIBlock tokenization scheme, the 
model architecture, and the evaluation metrics used to assess 
musical quality.

Dataset & Preprocessing
The model is trained on a combination of the PiJAMA dataset, 
which contains approximately 200 hours of jazz piano MIDI 
recordings, and an additional 450 hours of web-scraped jazz piano 
MIDI fi les. Each musical piece is divided into non-overlapping 
segments of ten bars to create structured and consistent 
training samples. Because the original recordings are solo 
piano performances, the lead melody and accompaniment are 
separated by applying a pitch threshold at middle C (MIDI note 
60): notes above this threshold form the melody, and notes below 
form the accompaniment. To enable real-time prediction, the 
data is aligned at the bar level so that accompaniment events 
accurately map to the corresponding melody segments.

REMIBlock Tokenizer
To support synchronized accompaniment generation, a custom 
tokenizer called REMIBlock extends the REMI+ format with new 
structural tokens. Begin-of-Bar (BOB) and End-of-Bar (EOB) tokens 
mark bar boundaries, while track-type labels indicate whether 
tokens correspond to melody or accompaniment. Each bar also 
receives a relative index: the current bar is labeled 0, the next 
bar 1, and earlier bars −1, −2, and so on. During inference, the 
model uses a look-ahead strategy by generating the current and 
upcoming accompaniment bars simultaneously, which reduces 
latency and supports real-time use. Byte Pair Encoding (BPE) 
is applied to compress frequently occurring sequences of note 
tokens, reducing vocabulary size and improving effi ciency.

Model Architecture
The system is built on a modifi ed GPT-2 Small architecture with 
a reduced 88.6-million-parameter footprint due to the compact 
token vocabulary. The model consists of 12 layers with 12 
attention heads and 768-dimensional embeddings. It is trained 
in an autoregressive manner to predict two accompaniment bars 
at once. To ensure fast inference, the context window is limited 
to the last 256 tokens. The architecture is chosen specifi cally for 
its compatibility with embedded and edge-class devices such 
as the NVIDIA Jetson AGX Orin.

Evaluation Metrics
Musical quality is assessed using two metrics from the MusPy 
framework. Groove consistency measures rhythmic similarity 
between adjacent bars based on the Hamming distance between 
their onset patterns, ensuring rhythmic coherence. Scale 
consistency evaluates how closely the notes in a piece remain 
within a single musical scale. In addition to these musical metrics, 
perplexity is used to quantify the model’s understanding of the 
symbolic musical language at the token level.
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Figure 1: REMIBlock tokenization scheme including the tokens for the lead melody bars.
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Results & discussion

Musical Quality
Across the test set, the generated accompaniments closely match 
the ground-truth data in both groove and scale consistency. The 
deviation in groove consistency is small, ranging from 0.6% to 
1.6%, and the difference in scale consistency is approximately 
3.4%. These results show that the model effectively captures both 
rhythmic structure and harmonic language from the training data.

Table 1: Average and standard deviation results for groove 
consistency and scale.

g_c (μ ± σ) s_c (μ ± σ)

Ground-Truth Accompaniment 0.989 ± 0.004 0.814 ± 0.074

Predicted Accompaniment 0.983 ± 0.008 0.842 ± 0.081

Lead Melody 0.974 ± 0.01 0.825 ± 0.064

Lead Melody + Ground-Truth Acc. 0.978 ± 0.009 0.838 ± 0.063

Lead Melody + Predicted Acc. 0.994 ± 0.002 0.867 ± 0.075

Language Modeling Quality
Perplexity scores further confi rm the model’s effectiveness: the 
training set achieves a perplexity of 2.93, while the test set reaches 
7.69. These values indicate that the model successfully learns 
the statistical structure of musical sequences and generalizes 
well beyond the training data.

Real-Time Performance
Inference experiments show that the system can generate the 
next accompaniment sequence in as little as 0.13 seconds on a 
high-performance development machine equipped with an RTX 
4090 GPU, and between 0.67 and 1.66 seconds on an NVIDIA 
Jetson Orin, depending on quantization and hardware mode. This 
makes the model suitable for real-time use in musical contexts 
with tempos up to approximately 80 BPM, where a single beat 
provides suffi cient computation time to produce the next bar 
without interrupting performance fl ow.

Conclusion & next steps
This work demonstrates a lightweight, real-time accompaniment 
generator using symbolic music and an effi cient GPT-2–based 
architecture. The proposed REMIBlock tokenizer enables precise 
temporal alignment, while the model delivers musically coherent 
accompaniments and fi ts the constraints of edge devices like 
the Jetson Orin.
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