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Machine learning-based accelerator modeling
for rapid, hardware-aware neural architecture

search

E. Azarkhish, S. Emery

Abstract

As Al workloads scale, efficient hardware design becomes critical for competitiveness. This work presents a machine learning-based
framework that delivers rapid and accurate performance and power estimation for Neural Processing Units (NPUs), overcoming
the limitations of cycle-accurate simulation and analytical models. Trained on 3,000+ cycle-accurate simulations, a multi-stage
Machine-Learning (ML) pipeline predicts bandwidth, Giga-Operations-Per-Second (GOPS) performance, and execution time, while
power estimation leverages gate-level data and silicon measurements. The approach achieves near RTL-simulation accuracy while
reducing prediction time from hours to seconds—enabling fast design-space exploration and hardware-aware Neural Architecture
Search (NAS). Unlike traditional methods, it captures complex hardware interactions without manual tuning. Future work will expand
datasets, refine power models, and integrate the solution into automated NAS pipelines for scalable, energy-efficient Al hardware
design. This accelerates design cycles and shortens time-to-market for next-generation Al accelerators.

Background & motivation

Accurately estimating the performance and power of NPU is
essential for hardware-aware NAS, a process that co-optimizes
neural network architectures with their target hardware. NAS often
requires exploring thousands of network—hardware combinations
to identify the most efficient design, which makes exhaustive
evaluation using cycle-accurate RTL simulation impractical
due to its high computational cost. While high-level estimation
methods and analytical formulas offer faster predictions, they
typically fail to capture complex hardware behaviors and non-linear
interactions between layer parameters and memory systems.
This gap underscores the need for a solution that combines
both accuracy and speed, enabling scalable and efficient design

space exploration.
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Figure 1: Summary of the technical approach to build, train, and deploy
the ML-based predictive model.
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Technical approach

We introduce a machine learning approach for NPU performance
and power estimation, trained on many cycle-accurate
Register-Transfer Level (RTL) simulations ran on individual layers,
rather than complete neural-networks. These cover diverse NPU
parameters with varying compute resources, precision modes,
and memory configurations. For full-network estimation, we
aggregate predictions for individual layers under the assumption
that inter-layer scheduling overhead is negligible compared to
layer execution time. This trade-off enables rapid estimation
while maintaining accuracy at the granularity of NN layers,
which serve as intermediate execution units between single
instructions and entire networks. The focus is on convolutional
and fully connected layers, in this study, but the approach can
be extended to other layers, as well. The workflow includes four
stages (summarized in the Figure 1):

Data Preparation: Run many RTL simulations of individual layers
with randomized parameters. This step is parallelizable thanks to
the self-contained simulations. Build a dataset from simulation
results with layer parameters (kernel size, stride, channels) and
outputs (bandwidth, GOPS, latency).

Model Training: Three chained Random Forest regressors are
trained to predict bandwidth, GOPS, and execution time, improving
accuracy by modeling hardware dependencies. Models are
tuned using Mean-Squared Error (MSE) and the coefficient of
determination (R?) metrics.

Power Estimation: Power models leverage RTL-derived bandwidth
and performance predictions, scaled using reference data
from gate-level simulations and silicon measurements. These
measurements provide calibration points for frequency and
workload scaling, ensuring that predictions remain consistent
with real hardware behavior.

Deployment: Models are packaged in a lightweight, serialized
format optimized for rapid inference, reducing estimation time
from hours to second. Visualization tools such as residual plots
and roofline charts support validation and bottleneck analysis.

This method enables fast, hardware-aware predictions for
design-space exploration and NAS integration.
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High-performance NPU of Fibonacci SoC (Convolution layers)

High-performance NPU of Fibonacci SoC (Depthwise Separable Convolution layers)
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Figure 2: Example roofline plots generated for a convolutional NPU.

Results & discussion

The framework was validated on over 3,000 RTL simulation
samples spanning multiple NPU configurations. A chained
Random Forest pipeline predicted bandwidth, performance
(GOPS), and execution time with high accuracy (R? > 0.95 on
held-out test sets), outperforming single-stage models by
capturing intermediate resource constraints.

Validation was performed by comparing predicted bandwidth,
GOPS, and execution time against held-out RTL simulations (R?
> 0.95) and cross-checking power estimates against silicon
reference data (Fibonacci chip), with an observed error margin of
approximately +5 %. Correlation plots and roofline charts confirm
alignment with hardware limits, demonstrating that the approach
is suitable for practical design-space exploration.

Overall, the approach reduces estimation time from hours per
configuration to seconds, enabling rapid design-space exploration
and seamless integration into hardware-aware NAS workflows.
This data-driven methodology bridges the gap between simulation
fidelity and practical design timelines, paving the way for efficient,
energy-aware Al hardware development and faster time-to-market
for next-generation accelerators.

Figure 2 presents roofline plots generated for a convolutional
NPU from the Fibonacci chip, shown for two layer types: standard
convolution (conv) and depthwise-separable convolution
(conv_ds). Layer parameters — including the size of the square
convolution kernels (K x K ) — were randomly varied, and
performance was measured using individual cycle-accurate
RTL simulations. The resulting rooflines align closely with
full-network benchmark performance on the same hardware,
providing empirical evidence that random sampling can accurately
capture the key performance limits of the architecture and thereby
supports ML-based prediction frameworks. This consistency
demonstrates that layer-level modeling is sufficient to reproduce
realistic operational envelopes and reinforces the effectiveness
of the proposed approach.
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Conclusion & next steps

This machine learning-based modeling approach provides a
fast and accurate alternative to traditional NPU performance
estimation. By leveraging RTL simulation data and chaining
predictions for bandwidth, GOPS, and execution time, it achieves
near-simulation accuracy while reducing estimation time from
hours to seconds. This capability enables rapid design-space
exploration and hardware-aware NAS, significantly accelerating
early-stage optimization and reducing development cycles. Future
work will focus on expanding the dataset to include additional
layer types, refining power models with workload-aware scaling,
exploring advanced machine learning techniques for improved
accuracy, and integrating the framework into automated NAS
pipelines for end-to-end hardware—software co-design. Overall,
this scalable, data-driven methodology bridges the gap between
simulation fidelity and practical design timelines, paving the way
for efficient, energy-aware Al hardware development and faster
time-to-market for next-generation accelerators.
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