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Abstract

Industrial process optimization is increasingly driven by data rather than intuition. This project explores a data-driven framework for
improving the performance of industrial manufacturing processes, with a particular focus on continuously generating gear grinding.
By combining process monitoring, learning—based modeling, and smart sampling strategies, we aim to improve product quality and
productivity while reducing experimental costs. Gaussian Process models are used to predict part quality outcome for a given set of
configuration parameters and quantify uncertainty, enabling an efficient exploration—exploitation trade-off. These results demonstrate
that meaningful performance gains can be achieved with limited data, while uncovering optimal operating regions and Pareto fronts

relevant to industrial decision-making.

Background & motivation

Manufacturing processes are governed by numerous interacting
parameters whose combined influence on quality, speed, and
robustness is often poorly understood. Traditional optimization
approaches rely heavily on expert knowledge, manual tuning,
and exhaustive parameter sweeps, which are time-consuming
and expensive. Moreover, modern industrial machines generate
large volumes of sensor data that are rarely fully exploited for
decision-making.

The motivation of this project is to bridge the gap between raw
process data and actionable insights. Specifically, the goal is
to improve manufacturing performance and accelerate process
ramp-up by constructing predictive models that relate parameter
configurations to key performance metrics, while continuously
refining these models through iterative experimentation. Gear
grinding was chosen as a representative case study due to its
sensitivity to process parameters and its requirement for both
high-precision manufacturing and high throughput.

Technical approach

The project follows a structured pipeline that spans data
acquisition, preprocessing, monitoring, modeling, and optimization.

Parameters and preprocessing

In the gear grinding use case, a grinding wheel removes material
from a pre-machined gear through at least two passes: a first
pass to remove the main portion of the stock and a second to
smooth the surface and apply the desired micro geometry. The
main controllable parameters include grinding wheel speed, and
horizontal and vertical material removal thickness per second.
These parameters directly influence geometrical accuracy,
surface quality, and production speed. Raw machine data are
transformed into a structured, tabular format suitable for analysis.
Preprocessing steps include normalization, feature extraction,
and clustering-based anomaly detection to remove outliers.

Process monitoring

Afirst approach is to collect data about the process, in this case
the grinding forces. Dimensionality reduction techniques such
as Principle Component Analysis (PCA), t-Distributed Stochastic
Neighbour Embedding (t-SNE) and Neighbour Component Analysis
(NCA), and Mapper are applied to visualize and separate operating
regimes. Time-series classification methods, notably MiniRocket,
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and frequency-domain analysis using Fast Foureir Transform
(FFT) are used to detect changes in process behavior and
assess stability.

Predictive modeling with Gaussian Processes

The second approach is to treat the process as a black-box and
use Gaussian Processes (GPs) to form the core predictive model.
GPs are particularly well suited to industrial optimization because
they perform well with limited data and provide uncertainty
estimates alongside predictions. Concretely, the machine
performs the process for selected parameter combinations and
the produced parts are measured to evaluate the gear quality.
This input and output data is used to train model, as shown in
Figure 1. Each experiment batch updates the model by refining
the covariance structure, allowing the prediction of quality metrics
for unseen parameter combinations and quantifying confidence
in these predictions.

Performance metric

Process parameter
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Figure 1: lllustration of GP approximating an unknown performance
metric and estimating a confidence interval with iterative sampling.

Smart sampling and optimization

To efficiently explore the parameter space, a smart sampling
strategy is implemented. This strategy balances exploitation
(testing parameter sets expected to yield high performance) and
exploration (probing uncertain regions of the space). Acquisition
functions guide the selection of new experiments, reducing the
number of required tests compared to exhaustive sampling while
still discovering optimal operating regions.
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Results & discussion

The project demonstrates several key results. First, the GP
model successfully predicts quality outcomes for new parameter
configurations, with confidence intervals that shrink below the
tolerance threshold of 0.5 pm in just 5 experiment batches,
validating the choice of model and sampling strategy.

Second, smart sampling concentrates experiments in meaningful
regions of the parameter space, avoiding unnecessary tests
in low-performing areas. This approach reveals a Pareto front
shown in Figure 2, illustrating the trade-off between quality and
speed of the process, providing valuable insight into the limits of
achievable performance and allowing the user to choose optimal
parameters according to his preferences. Compared to random
sampling, the number of required experiments is reduced by a
factor of 3.

Speed

Quality

® Sampled points @ Predicted points == Pareto front

Figure 2: Uncovering a speed / quality Pareto front through predicting
performance on many parameter combinations with the GP model
trained on the sampled points.
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Discussion

These results highlight the effectiveness of data-driven
optimization for industrial processes. GP proved to be a strong
modeling choice due to their interpretability and uncertainty
quantification, which are critical in industrial contexts where
risk must be managed carefully. The discovery of a Pareto front
enables informed decision-making rather than single-objective
optimization.

However, the project also shows that not all advanced monitoring
techniques directly translate into optimization gains. Their value
may depend strongly on the process, sensor quality, and noise
characteristics. This underlines the importance of selecting tools
pragmatically rather than relying on a one-size-fits-all approach.

Conclusion & next steps

Future work will focus on improving process monitoring by
integrating more informative sensor features and domain-specific
signal processing. Extending the framework to multi-objective
optimization with explicit cost and robustness constraints is
another promising direction. Finally, applying the methodology
to other industrial processes will help validate its generality and
identify best practices for deployment at scale.
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